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Abstract 

With reference to nunierical iterative algorithnis, this pa- 
per  exemplifies a methodology to design the runtime sup- 
port uf applications sharing N set of datu structures on a 
distributed nieniory architectire. According to the method- 
ology, the support is decomposed into two layers: an appli- 
cation independent one, supplying the basic functionalities 
to access a shared strucfure, and an application dependent 
luyer that inzplements the cnching and prefetching strutegies 
niost appropriate for  the considered application. Starting 
from this nssitnzption. w e  introduce DVSA, U package that 
iinplernerits the application independent luyer and SHOB, 
one of the packages that can be developed on top of DVSA. 
SHOB dejines U weak consistency nzemoty model where the 
user controls the amount of inconsistency due to caching 
and prefetching. The model is well suitable to iniplenzent 
iterative numerical algorithnzs. Experinientcil 'results of the 
methodology ure presented in the ca.x of an uiiifornz multi- 
grid method to solve purtial dijferentiul equatioris. 

1 Introduction 

In most parallel applications, the interactions among a 
set of processes either involves the sharing of some data or 
may be naturally described in terms of shared data. Those 
architectures that do not provide a physical support for 
shared memory implement these interactions through a soft- 
ware layer. 

We propose a methodology that decompose this software 
layer into two hierarchical layers: 

an application independent layer that includes the ba- 
sic functionalities to define and access a shared data as 
well as to synchronize the accesses; 

an application dependent layer built on top of the pre- 

vious one, to implement the caching and prefetching 
strategies most appropriate for the application of inter- 
est. These policies are fundamental for an efficient im- 
plementation, but they imply the adoption of a proper 
weak consistency memory model that, in turn, depends 
upon the application of interest. 

Assuming this methodology, we present two pack- 
ages, DVSA, Distributed Virtual Shared Areas, and SHOB, 
SHared OBjects. DVSA is the package that implements 
the application independent layer, while SHOB is one of 
the packages that can be built on top of DVSA. In partic- 
ular, SHOB implements a weak consistency model where 
the user can choose the amount of allowed inconsistency 
between multiple copies of a shared data structure. 

As implied by its name, the DVSA package structures 
the shared memory as a set of shared areas. Each area stores 
a set of related data and each operation on the shared mem- 
ory involves a whole area. The package defines a set of 
functions that can be composed by higher level virtual ma- 
chines, like SHOB, to implement caching and prefetching 
policy. Currently two implementations of the DVSA pack- 
age have been developed: one on the Meiko CS2 and the 
other on a cluster of workstations. Obviously, both imple- 
mentations define the same interface, to achieve a complete 
portability of the applications developed on top of the pack- 
age. The implementation of DVSA on the Meiko CS2 has 
been described in [ 2 ] ;  this paper is focused on the imple- 
mentation on a cluster of workstations. 

SHOB implements a weak consistency memory model, 
but it  can emulate also a sequential consistency model, be- 
cause the shared data structure can be updated at predefined 
moments [6, 71. Moreover, it relieves the developers from 
the task of mapping the data structures onto the physical 
memories of the processing nodes, p-nodes. Besides simpli- 
fying the access to a shared structure, by proper exploiting 
the weak consistency model, SHOB implements caching 
and prefetching strategies and it allows the application to 
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choose an optimal compromise between the consistency of 
the copy of a data structure in the local cache and the over- 
head to update the cache itself. Due to the memory consis- 
tency models that can be supported by the SHOB primitives, 
the package is well suitable to easily and efficiently imple- 
ment numerical iterative methods because they can easily 
overcome some degree of inconsistency of data in the local 
cache. 

The rest of the paper is organized as follows: section 2 
presents the main features and the functionality offered by 
the DVSA library; section 2.1 describes the DVSA prim- 
itives and section 2.2 describes the implementation of the 
DVSA library on a cluster of workstations. Section 3 
presents the SHOB library; the SHOB primitives are de- 
scribed in section 3.1 while section 3.2 describes the im- 
plementation on top of the DVSA. Section 4 presents some 
experimental results of a parallel implementation of an uni- 
form multigrid method for the solution of partial differential 
equations on a cluster of workstations using the SHOB li- 
brary. 

2 DVSA: Definition and Implementation 

Distributed Virtual Shared Areas, DVSA, is a package 
that provides a shared memory abstraction on distributed 
memory parallel architectures. Similar abstraction of a 
shared memory on distributed memory architectures are 
ThreadMarks [I] ,  Munin [ 5 ] ,  Tempest and Typhoon [9] and 
HIVE [4]. While these packages have been developed to ef- 
ficiently support user applications, the goal of DVSA is the 
development of application run time supports. The implica- 
tions of this approach are discussed at the end of the next 
section. 

2.1 DVSA Functions 

DVSA defines a shared memory consisting of a set of 
areas. A shared area is a sequence of contiguous memory 
locations and is paired with an identifier; each process can 
access an area through the corresponding identifier, inde- 
pendently of the actual physical allocation of the area. Each 
area is considered as an atomic entity, and all the values 
stored in the area are either read or updated by each DVSA 
operation. In order to guarantee the correctness of the ac- 
cesses, areas can be managed by the DVSA primitives only. 

To efficiently execute the package on different architec- 
tures, the size of an area may be chosen in an architecture 
dependent range. In fact, the hardware/firmware support of 
an architecture determines a range of area sizes that can be 
efficiently supported by the architecture itself. In particular, 
the lower bound of this range is the most critical from the 
performance point of view, because it defines the smallest 

amount of data exchanged when accessing an area. For in- 
stance, in the Meiko CS2, where each p-node includes a co- 
processor for message exchange and a fast interconnection 
network is available, the lower bound is lower than the one 
o f  a cluster of workstations, that provides little support for 
message exchange. On the other hand, in order to minimize 
problems such as false sharing, the size of an area must be 
chosen according to the semantic of the application too, tak- 
ing into account the data structures recorded into one area 
and the typical behavior of the application itself. Porting of 
an application developed on top of DVSA is possible, pro- 
vided that the target architecture supports the sizes of the 
areas that have been used in the application. 

All the areas shared by the DVSA package have to be 
declared in advance. Each process declares only the areas it  
is willing to share. Both the physical allocation and the size 
of each area are fixed at this time and cannot be changed 
during the computation. The physical allocation of each 
area, i.e. the local memory of the p-node where the area is 
mapped, can be chosen either by the programmer or by the 
DVSA allocation procedure. 

The 
notification primitives are used to initialize and terminate 
the DVSA support. The synchronization primitives pro- 
vide mechanism to explicitly synchronize processes oper- 
ating on the same area. The utility primitives provide in- 
formation on the areas. The access primitives implement 
the accesses to the areas; each of these primitives can adopt 
a different synchronization protocol and a different kind of 
termination. In terms of the synchronization protocol, we 
can distinguish among synchronized and non synchronized 
accesses, while in terms of the kind of termination, we can 
distinguish among blocking (synchronous) and non block- 
ing (asynchronous) accesses. Hence, each access operation 
in table 1 corresponds to four DVSA operations. 

A synchronized access is managed according to the op- 
eration, update or read, and to the existence of other con- 
current synchronized accesses on the same area. An update 
is performed only if no other process is accessing the same 
area, otherwise the request is stored in a queue paired with 
the area, areaqueue. A synchronized read is performed if 
no other process is accessing the same area as writer, oth- 
erwise the request is stored in areaqueue. Hence, several 
processes can read the same area simultaneously, but only 
one process can write it. As soon as a synchronized ac- 
cess is terminated, one of the requests stored in urea-queue 
is served. Write requests have priority over the read ones; 
then, if the urea- queue includes both a read and a write 
request, the write one is executed first, regardless of its po- 
sition in the queue. If no write requests are waiting in the 
queue, then all the read requests can be executed simultane- 
ously. A non synchronized access, instead, is immediately 
executed even if other accesses, synchronized or non syn- 

The DVSA primitives are described in table I .  

166 



Notification primitives 

End disallocates the areas 
Share declares the areas 

Write(A,b) 
Copy(A,B) 

Read-Write(A,b,c) 

writes the buffer b into the area A 
copies the area A into the area B 
read the area A into the buffer b and 
write the buffer c into the area A 

delays synchronized access on A 
permits synchronized access on A 
delays synchronized updates of A 
permits synchronized updates of A 
test if the operation identified by 
h is terminated 
waits till the operation identified by 
h is terminated 

Utility mimitives 

Synchronization primitives 
Lock(A) 

Unlock(A) 
ReadLock(A) 

ReadUnlock(A) 
Test(h) 

Wait(h) 

PagInfo(A) returns information on A 
Exist(A) 
MyPages 

returns 1 if A exists 
returns information about the areas 
declared and allocated by 

Table 1. DVSA primitives 

chronized, are in progress on the same area. Hence, this 
kind of access can be safely used only if the semantic of the 
application enables concurrent accesses, or if other synchro- 
nizations in the application guarantee the mutual exclusion 
on the same area. In this way, useless synchronizations at 
DVSA level are avoided. 

A blocking operation terminates only after the access has 
been completed, i.e. when the shared area has been copied 
into the local buffer or when the local buffer has been copied 
into the shared area. Hence, after a blocking read operation, 
the value in the target buffer can be safely used. Non block- 
ing operations terminate immediately, without returning any 
information about the status of the operation. Instead, they 
return an handle that identifies the issued operation. To test 
the status of a non-blocking operation, the DVSA library 
defines specific operations on the handle, test and wait. In 
this case, the value in the target buffer can be safely used 
only after a positive result of the test operation. Non block- 
ing operations are used to overlap useful computation with 
the execution of the access operation. As an example, after 
issuing a non blocking read access, the program can execute 
some computations concurrently with the access. 

While DVSA offers a wide range of methods to access 
the areas, it does not provide either caching or prefetching 

strategies. These strategies, along with any other optimiza- 
tion strategy, are to be implemented at higher levels, by the 
support of specific applications. At the DVSA level, no in- 
formation is available on the data structures recorded in the 
shared areas and on the application behavior. Moreover, as 
far as a single area is concerned, the DVSA provides a se- 
quential consistency memory model [8]. Alternative consis- 
tency models can be implemented by properly composing 
the DVSA functions. 

2.2 Implementation on a Cluster of Workstations 

This section describes the implementation of the DVSA 
on a cluster of workstations. In the following, we assume 
that one process runs on each p-node; we denote by P,, both 
the h-th p-node and the h-th process. 

The DVSA data structures and the areas are allocated in 
the physical memory when the DVSA initialization func- 
tion, share, is invoked. In particular, the share function cre- 
ates the Address Translation Table, ATT, that records, for 
each shared area, the identifier of the p-node where it is 
physically mapped and the corresponding physical address. 
The ATT does not change during the computation and it can 
be replicated on each process. 

To guarantee an efficient and correct computation, each 
Ph has to simultaneously manage both its accesses to all the 
areas and the accesses to the areas mapped into its mem- 
ory from processes running in other p-nodes. For this rea- 
son, the DVSA library has been implemented using threads. 
Moreover, the DVSA library is thread-safe, i.e. the applj- 
cation can generate concurrent threads that use the DVSA 
primitives. In our implementation, to avoid the overhead 
due to the TCP protocol and to exploit at best the reliability 
of the current interconnection structure, threads communi- 
cate through UDP sockets. 

Besides the threads defined by the application, Ph in- 
cludes two sets of threads: the client threads, that manage 
both the access requests to local and remote areas issued by 
the local application, and the server threads, that manage 
the access requests to the local areas issued by threads of 
Pk, h # k. To avoid the large overhead of dynamic thread 
creations, both the numbers of client and server threads is 
fixed at system start up and all the threads are created by the 
share function. 

The application is executed by a client thread, THap, that 
can generate other threads. THap manages the synchronous 
operations on both local and remote areas. If the area to 
be accessed is stored in the local memory, then THap tries 
to access the area; if the access requires the synchroniza- 
tion with the other p-nodes, then the arealjueue is used. If 
the area is allocated into the local memory of Pk, the THap 
thread of P,, sends the request to the server threads of Pk, 

through the server socket of 9. THap can easily deter- 
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mine where an area has been stored through the ATT. Fur- 
thermore, the address of the server socket of each p-node is 
known by any other p-node. The request sent through the 
server socket includes the address of a private socket to be 
used by the thread of Pk to return any operation result. 

A set of other n client threads, THas, manage asyn- 
chronous operations. THap inserts the request of an asyn- 
chronous operation in a queue, the async-queue. One thread 
of THas extracts a request from the async-queue and exe- 
cutes it in the same way as THap executes a synchronous 
operati on. 

0"- 
"E- 
"n- 

private-socket 

"n- 
["I- 
r"-- 

private-socket 

THas 

THap 

Figure 1. Client threads cooperation scheme 

The set of server threads is partitioned into two subsets, 
THrem and THaw, that include, respectively, the threads 
that manage the requests of other p-nodes on the local ar- 
eas and those that complete a suspended operations. 

A thread in THrem extracts the requests sent by the other 
p-nodes from a queue paired with the server socket. If the 
requested operation can be executed, its results are returned 
through the private socket paired with the request. Other- 
wise, the request is stored in the area-queue, the operation 
is suspended and the thread extracts the next request from 
the queue paired with the server socket. As soon as the op- 
eration on an area A has been completed, if the area-gueue 
of A is not empty, the THrem thread extracts the first re- 
quest and records it  in the aw-queue. One of the THaw 
threads extracts the request from the aw-queue and executes 
the corresponding operation. 

THaw 

private-socket 1 
THrem 

Figure 2. Server threads cooperation scheme 

3 SHOB 

The SHared OBject package, SHOB, exploits the unsyn- 
chronized operations of the DVSA to implement caching 
and prefetching strategies that can be driven by the SHOB 
user, that chooses the trade off between consistency and 
synchronization overhead. Since the SHOB library is built 
on the DVSA layer and does not require other cooperation 
mechanisms, the portability of the SHOB package only de- 
pends upon the availability of the DVSA library on the tar- 
get architectures. 

3.1 SHOB Functions 

The SHOB library enables the programmer to define 
shared data structures that can be accessed by any process 
on any p-node by specifying the handle of the structure only. 
In the following, we focus on two dimensional matrixes. In 
this case, any element of the matrix declared through the 
package can be accessed by specifying the handle of the 
matrix and the indexes of the element. 

First of all, the shared matrixes have to be declared. Each 
process declares all and only the matrixes that it is going to 
share. A matrix is shared only among processes that have 
declared it, i.e. if a process does not declare the shared 
matrix A, it cannot access any element of A but it avoids 
any computational overhead related with A. The declaration 
function returns the handle to refer the shared matrix. For 
each shared matrix, an allocation strategy has to be chosen 

168 



at declaration time. Two allocation strategies for matrixes 
are currently supported. The main difference between them 
is the definition of the allocation unit, i.e. the set of ele- 
ments that are allocated in the same DVSA area. The first 
strategy maps an user-defined number of columns, or rows, 
into a DVSA area. The second strategy partitions the ma- 
trix into square submatrixes and maps each submatrix into a 
DVSA area. Both strategies have been inspired by the HPF 
blocking distribution strategy. The physical allocation of 
the data, i.e. the p-node where each allocation unit is stored, 
can be chosen either by the programmer in the declaration 
or by the SHOB support. Both the allocation strategy and 
the physical allocation of the data are static, i.e. they cannot 
be modified at runtime. Obviously, to obtain the best perfor- 
mances, the allocation strategy and the physical allocation 
of the data, should be chosen according to the behavior of 
the application. 

As shown in table 2, the SHOB library defines three ac- 
cess primitives to handle shared matrixes: read, write and 
sync. 

Access primitives 
reads A[i]Q] into the local variable b 
copics the local variable b into A[i]b] 
comuletes the uudate of A 

Read(A[i]lj],b) 
Write(A[i]u],b) 

Svnc(A1 

Table 2. SHOB primitives 

The read and the write primitives work on one element 
of the shared matrix and they are executed in a non syn- 
chronized, non blocking mode. Hence, the same matrix el- 
ement can be accesses in parallel by several processes. The 
package does not provide any mechanism to implement mu- 
tual exclusive accesses. Any synchronization among the 
processes has to be implemented by the application. In 
this way, release memory consistency model may be im- 
plemented. 

The sync(A) primitive implements a barrier among all 
the processes sharing A. When all the processes have 
reached the barrier, pending operations on A are completed. 
By choosing the number of operations on A in between two 
invocations of sync(A), the programmer chooses a compro- 
mise between consistency and synchronization overhead. 

3.2 SHOB Implementation 

When a shared matrix is declared, the SHOB support re- 
turns an handle to a structure, replicated in each p-node, 
to refer the matrix in the SHOB primitives. The structure 
records a set of information regarding the matrix, namely 
the identificator of the DVSA area containing the first al- 
location unit of the matrix, the allocation strategy adopted 

and the information to manage the caching and prefetch- 
ing strategies. The allocation units of a shared matrix are 
DVSA areas whose identifier are contiguous. In the case 
of programmer-defined allocation, the DVSA library man- 
ages the physical allocation of the areas in the local memo- 
ries of the p-nodes according to the programmer directives. 
When an element e of a shared matrix is accessed by a read 
or write primitive, the SHOB support computes the iden- 
tifier of the area where e is stored, using the identifier of 
the initial DVSA area and the allocation method chosen for 
this matrix. Then, the SHOB package decides, according 
to the caching and prefetching strategies, whether a remote 
access has to be executed. These strategies characterize the 
functionalities of the SHOB package with respect those of 
DVSA and depend upon the allocation strategies chosen for 
the shared matrix. 

When the process P h  reads, for the first time, the ele- 
ment A[i] [ j ]  of a shared matrix, the whole allocation unit U 
including A[i ] [ j ] ,  i.e. a DVSA area, is copied into the cache 
c h  in the local memory of' P h  provided that U is not stored 
in the local memory of P h .  Hence, all the other elements 
in U have been prefetched. If, later on, Ph reads an element 
A [ k ] [ l ] ,  i # k or j # 1, that belongs to U ,  the primitive 
returns the value of this element from c h .  If another read 
operation is executed on A[i ] [ j ] ,  then the copy of U in c h  

is updated by reading again the proper DVSA area. More- 
over, as soon as all the elements of U have been read from 
c h ,  the SHOB support automatically updates c h  by starting 
a read operation on the corresponding DVSA area. Hence, 
between two consecutive read operations on the same ele- 
ment, the value of the cache is updated. We notice that the 
overhead introduced by these strategies is very low. In fact, 
if S, the shared area to be read, is not in the cache memory 
or has to be reloaded, the only overhead is due to the de- 
termination of a free cache position and to the copy of S in 
the cache. If, instead, S is already in the cache, no remote 
access is executed. 

The strategies adopted for the write operations must con- 
sider the problem of the cache consistency. When a process 
P h  writes the element A[i ] [ j ]  of a shared matrix A,  if a copy 
of the allocation unit U containing this element is not present 
in the local cache c h  of P h ,  then P h  copies U in c h  and it 
updates the local copy of A[i][ j ] .  The updated value of U 
will be copied back into the corresponding DVSA area ei- 
ther when a sync@) is invoked or when all the elements in U 
have been updated in c h .  In the latter case, an asynchronous 
DVSA access is used to execute the update in parallel with 
the user operations. In this way, the overhead of the up- 
date is overlapped with the user operations. Instead, when 
a sync(A) is issued, the application is suspended till all up- 
dates are terminated. However, if a process P k ,  h # k, 
reads A[i][ j ]  before a sync(A), it could receive an out-of- 
date value. No consistency problem on A arises provided 
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that distinct processes updates distinct allocation units of A. 

Figure 3 shows an example of how a shared matrix is 
managed through the SHOB operations. In the example, 
the allocation unit is one row of the shared matrix, i.e. 
each shared area records one row of the shared matrix A. 
When the process Ph issues a write operation on the el- 
ement A[i/ [Q],  the DVSA area containing the i-th row is 
copied into the local cache of Ph and the update is executed 
in the local cache (figure 3 a). When ph issues a write prim- 
itive on another element of the i-th row, i.e. A [ i ] [ l ] ,  the up- 
date is executed on the previously cached copy of the i-th 
row (figure 3 b). At this point, all the elements of the i-th 
row have beeti updated and the SHOB support flushes the 
local cache (figure 3 c). 

DVSA areas 

wrire(A[iJ[O], 7) 

local cnches 

(a) 

write(A[i][l]. 8) 
\ h local caches 

DVSA areas 

Figure 3. SHOB write 

In order to fully exploit these strategies, the allocation 
unit of a shared matrix has to be chosen according to the ap- 
plication behavior. In particular, the order of the accesses to 
the elements must be considered. As an example, if the ap- 
plication implements a multiplication among two matrixes, 
the best strategy allocates each row of the first matrix and 
each column of the second matrix in a distinct area. In this 
way, when the process that multiplies the i-th row ~i of the 
first matrix and the j-th column c j  of the second one, reads 
the first element of ~i and the first element of c j ,  the SHOB 
support records ~i and c j  in the local cache. From now on, 
the process finds in the local cache any other element of ~i 

and c j  , 

4 Experimental Results 

This section presents some experimental results to eval- 
uate the performances of the DVSA and of the SHOB li- 
braries. The considered architecture is a cluster of work- 
stations; each workstation is a PC with an Intel Pentium 11 
CPU (266 Mhz) and 128 Mbyte of local memory; the inter- 
connection network is a IOOMbit Fast Ethernet switch and 
the operative system running on each p-node is LINUX. 

Figure 4 shows the time to access a DVSA area for syn- 
chronous blocking read and write primitives, in the cases of 
local access, while Figure 5 shows the same results in the 
case of remote access. Note that the scale of both axis is 
logarithmic. 

1 '  'local read' 
512 local write 0 

' ' ' ' ' ' ' ' ' 

256 

E 64 

5 32 

.- E 16 

- 
J 128 

.- 

c 

2 8  
E 4  

2 

1 

F 
!a 

4 16 64 256 1K 4K 16 64K 
area dimension (bytes) 

Figure 4. Access time of DVSA primitives on 
local areas 

We notice that the time of a local access is two orders of 
magnitude different from a remote one. This confirms the 
importance of caching and of prefetching. 
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4.1 Uniform Multigrid Methods 

In order to evaluate the performances and the effective- 
ness of the SHOB package on a real application, we have 
implemented a parallel version of an uniform multigrid 
method. 

Multigrid methods are fast iterative methods to solve par- 
tial differential equations in two or more dimensions that 
discretize the equation domain through a hierarchy of grids. 
Each grid represents the whole domain at a distinct abstrac- 
tion level; the grids at the higher levels of the hierarchy 
discretize the domain using a larger number of points than 
those at the lower levels, because the grid at level 1 has twice 
the points on each dimension than the grid at level 1 - 1. The 
highest level grid is called $nest grid and the lowest level 
one is called coarsest grid. To solve the partial differential 
equation, a set of operators, multigrid operators, is applied 
to the grid hierarchy in a predefined order, V-cycle. Each 
operator, if applied to a grid g, updates the current value of 
each point p of g using the values of the neighbors of p. The 
neighborhood stencil of a point p depends upon the specific 
operator and it may include points on the same grid of p 
or on the grids above or below in the hierarchy [3]. The 
V-cycle is iteratively applied on the grid hierarchy until the 
evaluation of the current error on the finest grid is below a 
fixed threshold. The discrete solution of the partial differ- 
ential equation is represented by the values of the points in 
the finest grid. 

We use the multigrid method to solve the Poisson prob- 
lem, i.e. the Laplace equation along with the Dirichlet 
boundary condition: 

d2u d2u 
dx2 dy2 = f ( 2 7  Y) _- - - in R =IO7 1[ x]O, 1[ 

17 1 

21 = w, Y) in b f l  

with f ( 2 ,  y) = 0 and h(z ,  y) = 10. 
Our parallel version of the uniform multigrid method has 

been implemented using the SHOB library embedded in the 
C programming language. 

In our implementation, each grid of the hierarchy is rep- 
resented by a shared matrix; each point on the grid corre- 
spond to an element in the shared matrix. The allocation 
strategy chosen for these matrixes maps one column into 
each shared area, and the areas are allocated in the local 
memories of the p-nodes in blocks of k, i.e. the columns 
from k * h to k * ( h  + 1) - 1 are allocated onto the local 
memory of Ph, where k is the ratio between n, the number 
of columns of the matrix, and p ,  the number of processes of 
our parallel application. 

Each Ph applies the multigrid operators to the columns 
mapped into its local memory. We recall that, to update 
the value of an element, the multigrid algorithm needs the 
value of the element itself and the values of its neighbors. 
In such a way, most of the accesses to the shared matrixes 
refer to the local memory. As an example, if the neighbor- 
hood stencil of e includes the elements whose indexes are 
obtained by adding or subtracting 1 to at least one index of 
e, Ph accesses elements stored in a remote memory only to 
apply the operators to the first and to the last column of the 
matrix slice allocated in its local memory. 

The allocation strategy reflects the order in which the 
elements are updated by the multigrid method, i.e. if an 
element in the column c has been updated, then all the el- 
ements in c are updated before any element in any other 
column. To update an element e in c, Ph needs the val- 
ues of the neighbors of e in c - 1 and in e + 1. Due to 
the caching and prefetching strategies, when Ph reads the 
first element of the columns c - 1 and c + 1, the whole 
columns that are not stored in the local memory of Ph are 
recorded in the cache of Ph. In this way, Ph finds in the 
local memory all the values to update all the other elements 
of c. Moreover, the SHOB library transparently traders the 
new values from the cache of P h  to the shared memory as 
soon as all the elements of the column have been updated. 

Even if SHOB does not guarantee that all updates to an 
element will be seen by a process reading this element, the 
solution can be reached even if some processes use an out- 
of-date value because of the iterative behavior of multigrid 
algorithms. Hence, it is interesting to compare the results of 
the multigrid method using alternative consistency models. 

To implement the sequential consistency model, for each 
matrix A, we issue a sync(A) after each write operation; to 
implement a released consistency memory model we issue 
a sync(A) only when a programmer defined number of op- 
erations on A has been issued. 

Intuitively, in a iterative algorithm such as a multigrid 
method, the adoption of a release consistency model results 



in a larger number of iterations to compute the final solu- 
tion. This does not imply that the algorithm takes more 
time to compute the final solution, because the time spent to 
synchronize accesses to shared data structures can be larger 
than the one due to the additional iterations. 

Figure 6 shows the efficiency of our implementation on 
a hierarchy with a 1024x1024 finest grid and a 256x256 
coarsest one. The efficiency e is defined by the following 
formula: 

2' 
.$ 7 0 %  .- - - 

60% 

seqt ime 
partime x numproc  

e =  

- 
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where seqtime and part ime are, respectively, the execu- 
tion times of the sequential and of the parallel algorithm, 
while numproc  is the number of processors used in the par- 
allel execution. 
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Figure 6. Efficiency of the Uniform Multigrid 
Method 

The figure compares two version of the uniform multi- 
grid method adopting, respectively, a sequential consistency 
model, and a released one. In the first version each process 
issues a synchronization after updating one column of a ma- 
trix. In the second one, each process issues a synchroniza- 
tion at the end of each V-cycle, i.e. after updating all the 
matrixes. The two versions produce the same numerical re- 
sults, using a different number of V-cycles, respectively 50 
and 52. 

The figure shows that the performances are considerably 
better in the case of a released consistency model. In fact, 
the sequential consistency model achieves an efficiency of 
50% on 8 p-nodes, while the released consistency model 
achieves an efficiency of 75% on the same number of p- 
nodes. This is due to the fact that an iteration in the released 
consistency model takes 65% of the time of an iteration in 
the sequential consistency one and the released consistency 

algorithm requires only two additional iterations to produce 
the same result of the sequential consistency one. 

Finally, the effort to convert the sequential multigrid 
code into the parallel one using the SHOB library has been 
modest. In fact, we have modified the matrix declaration, 
chosen the allocation strategy and the physical allocation of 
the columns and we have added the synchronization opera- 
tions. Also the syntax of the read and write operations has 
been modified, but this is a trivial substitution. 
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