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Abstract

This paper deals with some of the relevant problems concerning the backward
recovery of autonomous processes.

The tools for the description of the past history of the system are formally
defined, and an implementation is outlined.

1 Introduction

The term “error recovery” is used for the activity which restores to a consistent
state a system which is an inconsistent one.

Thus, the notion of consistent state is essential to the definition of the meth-
ods and purposes of the error recovery. In this introduction we shall give an
interpretation of the term “consistency” which should explain its use in different
fields of computer science.

The attribute of consistency is applied to the information stored in a system
(the state of the system), and is strictly bound to the way in which this informa-
tion is used (according with an algorithm or protocol to produce the expected
behavior of the system (described in its specifications): we give the following
informal description of consistent state which can be compared with that given
by [4]:

∗This is a reproduction of the paper that appeared in the proceedings of the 7-th IEEE
International Conference on Software Engineering, Orlando, 1984. The paper has been re-
typed, and kept adherent to the original one. The page format has been modified (the original
is a two column IEEE) to improve the readability. For the same reason we have introduced
subscripts instead of the original in line notation. Two typos have been corrected in the
Definition in sect. 3.2.
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the information stored within a system is consistent if the algo-
rithm controlling the system is able to use it to make the system to
behave as specified.

In other words, a system stores consistent information in order to behave
conforming to its specifications.

The problem of preserving the consistency of the system is especially crit-
ical in distributed systems; these are systems which may be viewed as split in
fairly autonomous components, working in parallel and exchanging information:
in fact, each component may be considered in its turn as a system. In a dis-
tributed system the protocol consists in the whole of the behaviors assigned to
the components; i.e., a specific behavior or part is assigned to each component
in order to make the system to behave in conformity with its specifications.

Similarly, the state of a distributed system is the whole of the states of
its components; in fact the information contained in a distributed system is
(redundantly) dispersed throughout all of its components.

In such systems, a sporadic loss of consistency is often unavoidable, and
appropriate tools must be provided to overcome such events.

The state of a system may loose consistency because of:

• the incorrect behavior of a component: this event can spoil the protocol;

• the inability of the protocol to manage the current state.

A failure is usually associated with the first possibility; we stress that this only
event does not necessarily produce an inconsistency; the protocol can manage
to mask it, allowing the system to work properly in spite of the local loss of
consistency [1].

The second one is usually referred to the design mistake: an inadequacy of
the protocol is generally associated with an unintentionally introduced pecu-
liarity. But this may be questionable in complex systems (such as distributed
database systems [5], [3]), where it may be convenient to admit the inability to
manage some rare situations, such as temporal concomitance of certain events
or the failure of specific components.

Thus, we shall say that an undesired event is the cause of an inconsistent
state (being this event either an unexpected collision or an unexpected failure).

2 Error recovery in systems of communicating

processes

In this paper we assume that undesired events may happen; so it makes sense
to give a way for recovering from an inconsistent state to a consistent one.

One of the possible approaches to this problem is called “backward error
recovery”: the basic idea is that every component, during the correct operation
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of the system, periodically records its state: such recordings are called recovery
points. Therefore a set of consistent internal states is available for every com-
ponent. When an inconsistency is detected, every component restores one of
its recovery points recorded before the inconsistency was introduced. In addi-
tion, recovery points restored on different components must be consistent with
the protocol. A set of recovery points with these properties is called recovery
line; the restoration of a previous recovery point is called rollback. The recovery
points recording and their use to rollback are grouped together in the “backward
recovery” activity.

The system may build the recovery lines, gathering consistent recovery points
of the components of the system:

• at the time of the recovery point recording or

• at the time of the rollback.

In the first case each recovery point is recorded according to a rule ensuring
that it belongs to a recovery line. In this case we speak of a planned generation
of recovery points [8].

In the second, recovery points are recorded regardless to recovery lines: the
construction of a recovery line is attempted at the time of the rollback. This
attempt may be unsuccessful, as a ‘domino’ effect can make some of the recorded
recovery points useless [1]. The probability and amount of the domino effect
depends on the design [9], [7].

We shall consider the first attitude. This one requires that the components
respect some protocol for the generation of recovery points. This protocol for
the generation should guarantee that each generated recovery point can be in-
cluded in at least one recovery line, and could be deduced from the specific
internal activity of the system [6]: however, such a deduction may be difficult
or extremely critical. For this, we shall discuss a generalized rule.

A very simplified one is based on the consideration that, if the state of
the system is consistent at a certain time, then the set of the states of the
components at that time is a recovery line. The statement is obviously true;
nevertheless the implementation of a protocol based on this rule require a heavy
synchronization, which is quite expensive in systems not specifically designed
[2].

3 An asynchronous rule for planning recovery

points

In this paper we introduce a rule for planning recovery lines, which is not based
on a synchronous recording of recovery points.

We shall consider a system as implemented by a set of components; the
component c is characterized at time t by the internal state s(c, t). The state
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c3

* + + *

c2

* + + * + *

c1

* + + # +

time 0 5 10 15 20

Recovery Points:
s(c1, 01), s(c1, 17),
s(c2, 06), s(c2, 15), s(c2, 21),
s(c3, 03), s(c3, 17).

Interactions:
e({c1, c3}, 04), e({c1, c2}, 09),
e({c2, c3}, 12), e({c1, c2}, 18)

Figure 1: Recovery points and Interactions

of a component is affected by instantaneous changes called events. Such events
synchronously transform the states of a set of components, according to their
specifications: let e(C, t) be the event which affects s(c1, t), s(c2, t), . . . , s(cn, t)
with {c1, c2, . . . , cn} = C.

We distinguish two kinds of events: local events, which affect only the state
of one component, and interactions, which synchronously affect several states
of different components. We stress that the synchronous nature of the events
is the most restrictive hypotheses of this work; to make it less stringent we will
suppose that interactions usually concern only two components. We shall call
synchronous history of the system the set of the past states of the components
of the system, and we shall represent it with horizontal lines (see note 1); the
temporal coordinate is common to to every component, and the interactions are
represented by vertical lines [1] (see figure 1).

We have seen that an inconsistency is ascribed to a past undesired event(s);
thus the operation of rollback consists in undoing such undesired event(s), in
order to restore the consistency of the system.

1Several order relations are used in the formal definitions: as long as they are “naive”
temporal orderings related to the sequential nature of the computation of a single component,
they will be left informal
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A suitable rule for the determination of recovery lines can be the following
one:

Rule 1 A set of recovery points of the components of a system is a recovery line
if, in the synchronous history preceding them, undesired combinations of events
are not present or the system has already recovered from.

We emphasize that this rule does not involve any temporal notion: thus the
end of avoiding synchronism in the rule for the determination of the recovery
line is reached. Nevertheless, it seems advisable to modify Rule 1: in fact, it
is interesting to determine the recovery line starting from the events recognized
as responsible for the inconsistency, rather than certifying past events. In the
next section we shall introduce the formal rule for determining a recovery line
starting from the diagnostic information.

3.1 Recovery lines and horizons

To this purpose we define the horizon:

Definition 1 (Horizon) Let:

C be a subset of system components;

o be a set of recovery points of C;

o(c) be a recovery point of the component c contained in o.

o is a horizon (covering C) if and only if:

a) for each c in C,
for each e(C ′, t),
for each c′ in C ′,

if e(C ′, t) follows (see note 1) o(c)
then c′ is in C and

e(C ′, t) follows (see note 1) o(c′)
and
b) no (non empty) o′ properly contained in o satisfies the same condition.

The definition of horizon formally defines it as a set of recovery points, having
the property that none of the subsequent interactions involves any component
not covered by the horizon itself.

Two important properties of a horizon are the following:

1. only a subset of the components of the system are covered by a horizon
and

2. each of these components is represented by just one recovery point in the
horizon.
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Instead, we have defined the recovery line as covering the whole system; the
following Rule 2 gives a definition of the recovery line on the basis of the horizon.

Definition 2 C(o) is the set of components covered by a horizon o.

Example: In Figure 2, C(o3) = {c3}, C(o2) = {c1, c2} and so on.

Rule 2 Let

e(C, t) be an undesired event;
o be a horizon preceding (see note 1) e(C, t).

o union the current states of system components not in C(o) is a recovery line.

The rule can be extended to the case of more than one undesired event. In
this case we need several horizons, covering disjointed sets of components, and
preceding all the events recognized as undesired.

We have shown that the horizon is a helpful concept in the treatment of
backward recovery; in fact, it contains a set of recovery points which may be
consistently used to rollback by some components.

To allow an efficient and adaptive error recovery, it is necessary to keep
several horizons of a system, in order to choice, when a rollback is requested,
the nearest to the event(s) recognized as undesirable. Thus it is interesting to
define a data structure containing several horizons of a system. In this way, a
recovery line could be easily found for every recovery point belonging to at least
one of these horizons.

If an ordering existed among the horizons of this structure, it could represent
a synchronism independent description of the system history.

Definition 3 Let the relation ⇒ be defined on horizons:

o′ ⇒ o” if and only if
C(o′) ∩ C(o”) 6= ø
and
∀ c ∈ (C(o′) ∩ C(o”))

o”(c) follows (see note 1) o′(c)

Example: in Figure 2, o1 ⇒ o2, o2 ⇒ o4, but o2 and o3 are not comparable.

Definition 4 (Asynchronous history) A set h of horizons is an asynchro-
nous history if and only if

∀o′, o” ∈ h

if C(o′) ∩ C(o”) 6= ø
then o′ ⇒ o” or o” ⇒ o′.
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c3

* + + *

c2

* + + * + *

c1

* + + # +

time 0 5 10 15 20

Horizons:
o1 = { s(c1, 01), s(c2, 06), s(c3, 03) },
o2 = { s(c1, 17), s(c2, 15), },
o3 = { s(c3, 17) }, o4 = { s(c2, 21) }.

Recovery Lines:
RL1 = o1,
RL2 = o2∪ { s(c3, 23) }

Figure 2: Horizons and Recovery Lines
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c3

* *

c2

* * *

c1

* *

Figure 3: An asynchronous hystory

The relation ⇒ is a total ordering on the horizons covering a certain component,
and a partial ordering on the horizons contained in an asynchronous history.

The following Theorem 1 states an important property of the asynchronous
history.

Definition 5 Let O(h, c, n) be the function which returns the n-th element of
the subset of the history h containing the horizons covering the component c,
ordered with ⇒.

Example: in Figure 2, h = {o1, o2, o3, o4} is an asynchronous history; thus
we have O(h, c1, 2) = o2 (the 2nd horizon covering c1), O(h, c3, 2) = o3 and so
on.

Theorem 1 Let h be an asynchronous history;

if O(h, c′, n) 6= O(h, c”, n)
then C(O(h, c′, n)) ∩ C(O(h, c”, n)) = ø

Now we introduce a new representation for the history of a system, based
on its asynchronous history; horizontal lines still represent components, but
vertical ones now connect recovery points belonging to the same horizon: in
this representation every component has its own temporal reference (see Figure
3).

Thus, we have introduced a rule for the determination of horizons (and,
consequently, of recovery lines) which is based on the diagnostic information
and on the knowledge of the asynchronous history of the system.

As the asynchronous history stricly depends on the interactions among the
components a rule should be introduced for its progressive updating.

This consideration poses two problems concerning the maintenance and the
choice of horizons belonging to the asynchronous history.

3.2 Evolution of recovery lines and horizons

Let us see the first one, noting that the asynchronous history cannot be consid-
ered a static object. In Figure 3, as an example, if the computation continues
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with an interaction between c2 and c3, o2 will be no more an horizon.
It is possible to specify more formally how interactions affect horizons.

Theorem 2 Let

e(c′, c”, t) be an interaction;
o′, o” be horizons at time t.

a) if c′, c” are in o′

then o′ is still a horizon after the interaction
b) if c′, c” are not in o′

then o′ is still a horizon after the interaction
c) if c′ is in o′ and c” is not in o′

then o′ is no more a horizon after the interaction
d) if c′ are in o′ and c” are in o” and

o′ ∩ o” = ø
then o′ ∪ o” is a horizon after the interaction

The main problem for the maintenance of the asynchronous history is given
by the necessity of avoiding arbitrary loss of horizons justified by part b) of the
theorem. Part c) suggests a way of avoiding that, on condition that two horizon
may be appropriately joined.

We specify a rule to transform an asynchronous history prior to an interac-
tion in another asynchronous history valid after the interaction. Its correctness,
stated by Theorem 3, is a straightforward consequence of the two theorems al-
ready introduced. The rule is monotone concerning the set of recovery points
contained in the history: i.e., it may require the creation of new recovery points,
but guarantees that none of them becomes useless. The rule is defined for the
interactions between two components, which is the case we are interested in.

Definition 6 Let

c’,c” be two components;
h be an asynchronous history at time t;

The function T (h, c′, c”) returns a set of sets h’ of recovery points suche that:
∀i such that O(h, c′, i) or O(h, c”, i) are defined 2

i) if O(h, c′, i) = O(h, c”, i)
then O(h, c′, i) ∈ h′

ii) if O(h, c′, i) 6= O(h, c”, i)
then O(h, c′, i) ∈ h′

iii) if O(h, c′, i) is not defined

2Two typos have been corrected in the iii) and iv) cases
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c3

* * *

c2

* * *

c1

* *

Figure 4: The transformed asynchronous history

then O(h, c”, i) ∪ {s(c′, t)} is in h’
iv) if O(h, c”, i) is not defined

then O(h, c′, i) ∪ {s(c”, t)} is in h’

Theorem 3 Let

e(c′, c”, t) be an interaction;
h be an asynchronous history at time t.

h’=T(h,c’,c”) is an asynchronous history after the interaction.

In Figure 4 the result of the transformation applied to the history in Figure 3
for an interaction between c2 and c3 is represented.

If at every interaction the T operator is applied to an asynchronous history,
this one evolves without loss of recovery points, since for every recovery point
at least one one horizon is kept containing it. But the T operator may require
the recording of new recovery points. These new recovery points correspond to
the state immediately previous the current interaction, and their recording is
practically feasible.

We have just shown that horizons, once created, may never be lost; let us
see how to create them.

3.3 Generation and choice of horizons

A new horizon is created recording the current state as a recovery point; this
unary set of states respects the definition of horizon.

As the new horizon becomes part of the asynchronous history, the application
of the T operator at every interaction will ensure that its recovery points will
be always available for rollback operations.

Since the creation of a new horizon is an operation decided and operated by
a single component, it makes sense to discuss possible criteria of decision.

The existence of horizons is strictly related to the possibility of roll-backing,
and a rollback is necessary to undo some undesired events; thus, the horizons
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should be created at the beginning of actions that can cause the corruption of
the system consistency (e.g. write access to shared data); if the system always
runs the risk of loosing consistency, new horizons should be opened periodically
(e.g. in case of components exposed to failure).

We have identified two kinds of recovery points: those autonomously created
by a component to give the system a way of undoing undesired events, and those
created by consequence of the application of the T operator. The former “open”
the horizon, while the latter “propagate” it. From now on, we will call the former
“primary recovery points”, and the latter “secondary”.

It should be noted that, in consequence of the application of part ii) of T , a
horizon can contain more than one primary recovery point. Thus, the removal
of a horizon cannot be decided by a single component. Even though we do not
ignore the practical importance of useless horizon removal, we believe that its
discussion here would not introduce any significant novelty into this work.

4 Implementation of an algorithm for recovery

line planning

We have introduced a precise description of the information necessary for the
execution of the rollback (represented in the structure of asynchronous history),
together with the description (represented by the rules for the generation and
maintenance of the asynchronous history).

The management of the asynchronous history in a distributed system re-
quires a protocol, as defined in the introduction: in fact, the recording of sec-
ondary recovery points must respect some conditions depending on the inter-
actions that occurred within the system, and the execution of a rollback of the
system requires the agreed rollback of the involved components.

Thus we face the alternative already noted in the introduction, between
an implementation that maintains the continuous and total consistency of the
state and one that tolerates some degree of inaccuracy in the behavior of the
components, maintaining consistent the overall behavior of the system.

More explicitly, the first choice requires that all components have an identical
image of the asynchronous history. The second allows different components to
have different and incomplete images of the asynchronous history; in spite of
this, the protocol succeeds in finding an agreement among the different images
and in executing successfully the rollback.

The first of the two choices causes little implementation difficulties: for
instance, it is possible to make a component be the history manager (let us call
it HM), and make it to know the interactions among the components of the
system. A suitable interaction protocol might be the following one:

• the component notifies HM about its intention to interact, possibly re-
ceiving the request of recording a secondary recovery point;



12 A. Ciuffoletti, “Error recovery in systems of communicating processes”

• the component, if requested, records the recovery point;

• the component begins the interaction.

The part of HM is:

• to wait for interaction from any component;

• to wait for the same request from the specified partner;

• to modify appropriately its internal state (representing the asynchronous
history);

• to notify the components the need of recording new recovery points.

Without going into details, we note that such an implementation needs the se-
rialization of the communications through a bottleneck in HM. The proposed
implementation stresses this inconvenience, which might only be avoided ap-
plying to specifically designed hardware architectures to support the amount
of synchronization required to maintain consistent a structure representing the
instantaneous state of the system.

Let us consider the second of the two implementative choices, examining it
in deeper detail.

Let every component have its own data structure representing its image of
the history.

If no information about the history were exchanged among components, the
degree of consistency between the real situation and the local knowledge would
be inadequate to allow the appropriate recording of secondary recovery points.

Thus it is mandatory that the components exchange information about the
asynchronous history. More precisely, two components, when interacting, should
make known each other a compact version of their image of the asynchronous
history. For example, in case of interaction through an acknowledged message,
each interacting component appends its version to the communication (being it
either a message or an acknowledgment). In this way, the amount of synchro-
nization necessary to recovery planning is null, since it is entirely supported by
the interaction protocol, and the message length overhead seems to be reason-
able in most cases; we will give in the following an example of a “compact”
representation of an asynchronous history.

After this remark, let us introduce a possible interaction protocol; the part
that each component should execute when interacting is:

1. to exchange the applicative information and the historical data structure;

2. to abort the interaction, if the partner or the itself have to rollback;

3. to update its historical data structure;
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4. to record possibly a secondary recovery point, following the T transfor-
mation;

5. if the interaction were not aborted, then to update its internal state with
the information received in a), else roll-backs or retries the interaction.

Following this protocol, only the components concerned with an interaction
correctly apply the T operator for that interaction; but this is enough for the
proper recording of secondary recovery points. The updating of the historical
data structure of the other components is delayed, and becomes possible through
the exchange of historical information among components. The same happens
for the rollback.

Let us see a possible implementation in deeper detail.

4.1 The data structure

Every component owns a local description of its own history and an approximate
image of the asynchronous history of the system.

In Figure 5 an asynchronous history and its (perfect) representation on c3

is given. For the sake of exemplification, the already used recovery points are
represented with a # in the asynchronous history.

4.1.1 the data structure concerning the local history

The history of the component itself is represented by a sequence of recovery
points, each one represented by:

• a global unique identifier;

• a descriptor of the recovery point;

• a tag;

• a state descriptor, containing all the information necessary to resume the
state preceding the recovery point recording.

The unique identifier may be built locally linking the name of the component
to the value of a local counter (<component name> − <count>).

The descriptor indicates whether the recovery point is primary or not: if it
is a secondary one, the descriptor also contains the identifier of the propagated
primary recovery point.

The tag indicates whether the recovery point has already been used to roll-
back or not.

In Figure 5, c3-1 is a secondary recovery point needed by the propagation
of the horizon opened by c1-1. Instead, c3-2 is a primary recovery point, for
example associated with a the beginning of a critical activity.
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c3

* *

c2

* # * *

c1

* # *

Recovery Points List
ID descriptor tag state
c3-1 sec. c1-1 s(c1, 01)
c3-2 primary

Horizons Table
c1-1, c2-2
c3-2

Used Recovery Points List:
c1-1, c2-2

Figure 5: Data structures of component c3

4.1.2 The data structure concerning the global asynchronous history

The data structure describing the system asynchronous history synthesizes the
knowledge the system has about:

• the horizons;

• the past roll-backs.

For this purpose, each component maintains:

1. a “horizon table”: each entry of this structure is variable in length and
describes a horizon covering the component. The perfect description of a
horizon consists in the set of the identifiers of the primary recovery points
belonging to it.

The horizon table in Figure 5 means that the component c3 is covered by:

• a horizon generated by the recovery point c3-2;

• a horizon which is the union of two horizons (part iii) and iv) of the
definition of T), respectively generated by c1-1 and c2-1.

2. a list of the used recovery points in the system.
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4.2 Updating and use of the historical data structure

Every interaction modifies the asynchronous history of the system; the image
the components have of it should change by application of the T operator.

In the algorithm we are presenting, the propagation of the interaction effects
takes place gradually, following the interactions required by the application.

Thus the components have a knowledge of the asynchronous history which is
necessarily imperfect, partial; consequently, Figure 5 represents an ideal situa-
tion of perfect knowledge which may be not reachable in practice. Nevertheless
the components undertake actions (as rollback or secondary recovery points
recording) based on this imperfect knowledge. Thus, it is necessary to imple-
ment an appropriate protocol able to manage the inconsistent situations that
may occur because of data imperfections.

4.2.1 The interaction protocol

During the interaction the partners (we suppose two) exchange their “horizon
table” and the “used recovery points list”.

The size of these structures should be reasonably small: we may imagine
that a recovery point is identified by a couple of short integers, and that each
horizon is identified by one to ten recovery points (only primary ones). From
that we may infer, for a system keeping about ten horizons, approximately 27

short integers of “horizon table”. This result indicates that the implementation
presented is adequate to systems with an average message length greater than,
say, 210 short integers. A more precise and best motivated analysis of the
overhead induced by our algorithm is outside the scope of the paper.

At the end of the exchange each component owns two description of the
asynchronous history, which it can use the improve their knowledge and in
order to apply the T operator.

We divide the interaction protocol (identically executed by both the part-
ners) into three phases: the first one which, if necessary, propagates a rollback
and perfects the knowledge the system has of the past ones; the second that im-
proves the knowledge of the horizons and implements T; the third which either
performs the real information transfer or roll-backs.

Rollback propagation

The component checks its own “used recovery points list” on the one coming
from the partner in order to find the elements which are not in common to
both; the horizons containing these recovery points (if any) are removed from
the horizons tables, together with the following ones in the tables, and the
recovery points contained in them moved in the “used recovery points list”.

If any horizon has been removed, the component prepares a rollback to its
recovery point contained in the first horizon removed, and tags as used in the
“recovery points list” all the following ones.
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Horizons extension

The local “horizons table” is merged with the one coming from the partner; for
this, a new “horizons table” is built, each entry of which is the union of the two
homologous entries of the old tables, possibly modified by the previous rollback
propagation.

If the previous local table was shorter than the partner’s one, new secondary
recovery points are recorded to reach equal length of the two tables. The state
recorded will be that of the beginning of the interaction, if no rollback has been
executed, or to the rollback state. New recovery points are also added, with an
appropriate descriptor, to the “recovery points list”.

In fact, if the extension operator is equally applied by both partners, at the
end of the protocol both of them will have the same image of the system.

Information transfer

The information needed by the application is exchanged only if in the first
phase both components have not decided to rollback. Otherwise the control is
transferred to the chosen recovery point or the interaction is aborted.

4.2.2 Recovery points creation and autonomous rollback

Each component can autonomously open a horizon, creating a primary recovery
point. For this purpose the component:

1. inserts an entry containing the new recovery point into the “recovery
points table”;

2. inserts a new entry into the “horizons table” containing the identifier of
the new recovery point.

Likewise, a component can autonomously decide that a certain set of past events
is undesired. Then it removes the corresponding horizons and the following ones
from its table. It tags as used its recovery points belonging to the removed
horizons, and puts all the primary recovery points contained in the removed
horizons in the “used recovery points list”.

Then it opens a new horizon on the recovered state, recording a primary
recovery point.

5 Extended example

This example illustrates the operation of the distributed algorithm for the sam-
ple synchronous history represented in Figure 6, where # represent used recovery
points.
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c3

* + # + * +

c2

* + # + + * +

c1

* + + # + * + +

time 0 5 10 15 20

Figure 6: Extended example

Each of the following tables represent the state of the historical data struc-
ture after some of the relevant events in the system, identified by the time when
they happened and briefly commented.

We remark that:

• the example shows that the historical data structures usually are not up
to date. The structures after time 07 are the simplest representative of
this case;

• the example is designed to have a high density of recovery points: this
is not expected to be true in practice. In particular, we stress that the
recording of primary recovery points is independent from interactions;

• an interesting case of inconsistency is produced by a delay is the extension
of the horizon at time 14 by c3. This inconsistency is recovered at time
22;

• for the sake of conciseness we have grouped together the data structures
of different components: indeed, each component has access only to its
own data structure.

Time= 01
Comments: c1 sets a recovery point

Recovery Points Lists
ID descriptor tag state

c1: c1-1 primary s(c1, 01)
c2:
c3:

Horizons Tables
c1: c1-1
c2:
c3:
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Used Recovery Points Lists:
c1:
c2:
c3:

Time= 03
Comments: c1 interacts with c3; c3 sets a secondary recovery point.

Recovery Points Lists
ID descriptor tag state

c1: c1-1 primary s(c1, 01)
c2:
c3: c3-1 sec. c1-1 s(c3, 02)

Horizons Tables
c1: c1-1
c2:
c3: c1-1

Used Recovery Points Lists:
c1:
c2:
c3:

Time= 07
Comments: c1 interacts with c2; horizons are joined (part ii of T ) point.

Recovery Points Lists
ID descriptor tag state

c1: c1-1 primary s(c1, 01)
c2: c2-1 primary s(c2, 04)
c3: c3-1 sec. c1-1 s(c3, 02)

Horizons Tables
c1: c1-1, c2-1
c2: c2-1, c1-1
c3: c1-1

Used Recovery Points Lists:
c1:
c2:
c3:

Time= 14
Comments: c2 interacts with c3; horizons are joined.

Recovery Points Lists
ID descriptor tag state

c1: c1-1 primary s(c1, 01)
c1-2 sec. c2-2 s(c1, 10)
c1-3 primary s(c1, 13)

c2: c2-1 primary s(c2, 04)
c2-2 primary s(c2, 09)

c3: c3-1 sec. c1-1 s(c3, 02)
c3-2 primary s(c3, 12)

Horizons Tables
c1: c1-1, c2-1
c2: c2-1, c1-1

c2-2, c3-2
c3: c1-1, c2-1

c3-2, c2-2
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Used Recovery Points Lists:
c1: c2-2
c2:
c3:

Time= 18
Comments: c1 interacts with c2; rollback is propagated to c2.

Recovery Points Lists
ID descriptor tag state

c1: c1-1 primary s(c1, 01)
c1-2 sec. c2-2 xxx s(c1, 10)
c1-3 primary s(c1, 12)

c2: c2-1 primary s(c2, 04)
c2-2 primary xxx s(c2, 09)
c2-3 sec. c1-3 s(c2, 17)

c3: c3-1 sec. c1-1 s(c3, 02)
c3-2 sec. c2-2 s(c3, 14)

Horizons Tables
c1: c1-1, c2-1

c1-3
c2: c2-1, c1-1

c1-3
c3: c1-1, c2-1

c3-2, c2-2

Used Recovery Points Lists:
c1: c2-2
c2: c2-2
c3:

6 Conclusions

This work gives an analysis and a realistic solution for the error recovery, a prob-
lem concerning the design of both robust database systems and fault tolerant
systems.

In fact, in both cases the risk of loss of consistency must be necessarily
considered as a design constraint in order to avoid undesired effects.

Conventional techniques usually make use of quite constrictive synchroniza-
tion mechanisms: but the introduction of decentralized systems has lifted up
the cost of synchronization, which is acceptable in centralized systems.

Our proposal mainly has the aim of avoiding synchronization. In particular,
the necessity of extra interactions is avoided, attaining to the result that recovery
activitties can “use” for their coordination the synchronism induced by the
interactions needed by the application. As a last concession to synchronism, we
need these interactions to be synchronous.

This hypothesis, even though made less stringent by limiting the interac-
tions to two partners, prevents from excluding any kind of synchronism within
the system. We are presently working to an algorithm, similar to the one pre-
sented in this paper, which is able to work properly with asynchronous and
unidirectional information exchange.
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